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Abstract—We implement the famous rectangular Histogram of 

Oriented Gradient (R-HOG) descriptor in parallel on a GPU with 
NVIDIA’s CUDA framework and perform a step by step analysis 
comparing it with an equivalent serial implementation in C. We 
explain the parallelization techniques used at each stage. We find 
that our parallel implementation is faster than the serial 
implementation by a factor of 3. For generality purposes, we test 
our implementation on different image sizes ([144 x 220], [1280 x 
854] & [2598 x 1587]) and find our results to be consistent in terms 
of speedup achieved. We also compare our overall results with the 
MATLAB and Python scientific libraries and observe our parallel 
implementation to be the fastest. Finally, we comment on three 
other parallel implementations by the community and draw 
qualitative conclusions. 

Keywords—CUDA; GPU; histogram; computer vision; 
parallelism. 

I.  INTRODUCTION 
Histogram of Oriented Gradient (HOG) was first proposed by 
Dalal and Triggs [1] for human body detection but it is now one 
of the successful and popularly used descriptor in computer 
vision and pattern recognition. HOG counts occurrences of 
gradient orientation in part of an image hence it is an 
appearance descriptor. HOG divides the input image into small 
square cells and then computes the histogram of gradient 
directions or edge directions based on the central differences. 
For improved accuracy, the local histograms are normalized 
based on contrast and this provides the stability to HOG under 
varying illumination. It is a much faster descriptor as compared 
to SIFT and LBP due to the simple computations. It has also 
been shown that HOG features are successful descriptor for 
detection. 

II. MOTIVATION 
HOG is by far the most widely used local image descriptor and 
has been cited over 14,230 times by the vision community. It 
captures edge or gradient structure that is very characteristic of 
local shape. HOG descriptors find usage in many applications 
like classification, object recognition, optical flow and tracking, 
etc. 

The way the algorithm works allows for the scope of achieving 
intensive parallelism. There are four principle stages of the 
algorithm and potentially every stage can be parallelized. In this 
work, we implement first three (in four steps) of the four stages 
in parallel and due to lack of time, we assume the fourth stage 
to be a serial implementation. 
 

 
Figure 1. The HOG Pipeline. The green highlighted stages 
have been parallelized. The orange highlighted stage could 

be parallelized. 
 

III. RELATED WORK 
Hiroki et. al. [5] proposed a parallel implementation of HOG 
features using multi-processors and shared memory and achieve 
a speedup of 2.6 than that over a single processor GPU 
implementation. They do not test it on images with different 
sizes and report their performance by varying the number of 
threads. Our implementation is only for a single processor GPU 
using global memory and we test it out on different image sizes. 
 
Hirabayashi et. al. [4] also propose a GPU implementation of 
HOG Features along with part based deformable models. They 
report the percentage of time required by every step in the HOG 
pipeline and comment on the importance of speeding up which 
stages to achieve better performance. They also report code 
snippets of their GPU Programming highlighting what can be 
parallelized. 
 
Prisacariu et. al. [2] implementation of the fastHOG achieves a 
speedup of 67x one a single GPU and up to 120x on multiple 
GPUs. Although their code is available online, we did not refer 
to it because we wanted to learn by implementing it ourselves. 
fastHOG also tests their implementation on different image 
sizes and report their processing time. 



IV. ALGORITHM DETAILS 

A. Image Normalization 
This is typically achieved by gamma correction. That is to apply 
a nonlinear function on every pixel in the image. 
 

B. Computing Image Gradients 
Here a linear filter is used on every pixel to compute image 
gradients. 
 

C. Histogram Binning 
An image is divided into cells and blocks. A group of pixels is 
called a cell. And a group of cells is called a block. 
 
For stage three only cells are used. Inside every cell there will 
be a definite number of pixels. We can use 3x3 for each cell, 
that is 9 pixels. This is a parameter and can be varied. 
 
For every cell, a histogram is computed. The process of 
computing the histogram is as follows: 
 
The pixel value magnitude gives the gradient value because we 
use the output image of stage two. Now, we define 8 bins for 
each cell. The number of bins is another parameter, but 8/9 (lets 
take 8 for this example) is the easiest one I think. Each pixel in 
a particular cell participates in the histogram of that cell. That 
means that every pixel will belong to one of the 8 bins. 
 
So if you have a 3x3 pixels in a cell, then each of the 9 pixels 
will go to one of the 8 bins. These 8 bins make up the orientation 
histogram and are decided by a function. You apply this 
function on each pixel inside the cell and the output of that 
function will be a number, one number for each pixel. This 
number then goes into one of the 8 bins. It could happen that 
some bins remain empty for a given cell. That is okay. 
Typically, you give ranges for binning. For this example, there 
will 8 different ranges for the 8 different bins. Example could 
be (in degrees): 0-20, 20-40, 40-60, 60-80, 80-100, 100-120, 
120-180. 
 
Note although the bin labels are in degrees, the value computed 
by the function will not output a degree I think and needs to be 
mapped to these bins. In the paper they mention two 
approaches. Treating the negatives differently or taking just the 
magnitudes of the function outputs. 
 

D. Contrast Normalization 
Like every cell is made up of pixels, every block is made up of 
cells. Let us take a group of 2x2 cells as a block. The idea of 
stage four is to slide this block window along the image using a 
stride (lets take a stride size = 1) and compute “something” for 
every stridden block. 
 
This “something” is what is called contrast normalization. It is 
done by accumulating the cell histograms together and finding 

out its “energy”. So in the example the 4 cells (having 4 
histograms) in a block will be used to compute “energy” term 
for that block. 
 
Now stride this block by one to the right, we will have 2 cells 
overlapping from the previous block. It is important to have this 
overlap for better resistance to illuminations, shadows, etc. But 
the idea is the same. Compute another “Energy” term for this 
block and save it.  
 
Keep striding the block window to the right till the end of the 
image and then go one down and again swipe the image from 
left to right. Do this till the end of the image and you will get a 
bunch of “Energy” values. Put all of them in a vector. This is 
the HOG Descriptor. 
 

 
Figure 2. above: Cells and blocks used for HOG feature 

extraction. below: The HOG Descriptor details. 
Image credits: Hiroki Sugano et. al. 

V. IMPLEMENTATION 
An image is more easily interpreted as a 2D matrix of 
dimensions’ height x width (pixels.) However, for convenience 
sake, we pass the images in our kernels as an 1D array of length 
x width. For functionalities where the 2D structure is important, 
we use common index transformations to convert our indexing 
from 2D to 1D notation and vice versa. 
 

A. Step 1 – Grayscale 
At this stage all of the pixels of the image have to be converted 
to grayscale in the following way: 

int luminosity = 0.21 * pixel.red + 0.72 * pixel.green    
+ 0.07 * pixel.blue; 

 pixel.red = luminosity;  
pixel.green = luminosity;  
pixel.blue = luminosity;    



This pixel conversion happens at each pixel independently, thus 
each thread can access each (consecutive) pixel at the same 
time, in a parallel manner. Once all THREAD_COUNT threads 
apply that conversion to pixeli, pixeli + 1, … , pixeli + 

THREAD_COUNT then all of the threads shift by THREAD_COUNT 
positions to apply the filter to the following THREAD_COUNT 
number of pixels. The same approach is repeated until all of the 
pixels are covered (PIXEL_COUNT / THREAD_COUNT.) 
__syncthreads() is used to make sure that all threads are shifted 
together to the next batch of pixels to maintain locality of 
reference. 
 
For grayscale we could have used the average of the 3 RGB 
channels of each pixel and assign that value to the pixel, 
however we used the weighted luminosity formula which takes 
into account that the human is more sensitive to green than other 
colors. 
 

 
Figure 3. Converting RGB image to grayscale. 

 

B. Step 2 – Gaussian Blur 
For each pixel’s blurred values, we apply a Gaussian function 
that takes into account the surrounding pixels within a RADIUS 
= 3. 

 
That creates a weighted matrix which is used to calculate the 
new value of each pixel, as shown below. 
 

 
Figure 4. Gaussian Blurring. In [1] they observed 

that σ = 0 yielded the best results (σ = 0 basically means 
that no Gaussian filter is applied.) 

 

C. Step 3 – Gradient Computation 
The convolution mask that worked best, according to Dalal et 
al was [ -1, 0, 1 ], which basically translates to IΔi = pixeli + 1 - 
pixeli - 1. 
That mask is applied both horizontally to compute the x-axis 
(dx) gradient and vertically for the y-axis (dy) gradient. 
The final gradient for a specific pixel is given by:  

 
 

 
Figure 5. Image gradient is computed by combining the 

gradients in both x and y directions. 
 

For this convolution, each thread is again responsible for 1 pixel 
and it computes both its x-axis and y-axis gradient. For the y-
axis computation we lose locality of reference of the threads 
since each thread needs to check a memory cell that is located 
width pixels before and width pixels after the memory cell it’s 
responsible for, in order to complete the computation. 
Techniques for image convolution in CUDA like in [3] could 
be used to improve performance. 
 

D. Step 4 – Orientation Binning 
For this step, we have to group the image pixels in cells. We 
used cells of size 3x3 pixels. Each cell now contains 9 pixels. 
 
During Step 3 when dx and dy are calculated, we also calculate 
the orientation for each pixel with the following function: 

 
ranges between (-180, 180] but we transform it to be in the 
range of [0, 360) by doing + 360 if < 0. Now depending on the 
value of, it will fall in one of the 9 bins as follow: 
 

Bin Number Orientation degree range 
0 [0 – 40) 
1 [40 – 80) 
2 [80 – 120) 
3 [120 – 160) 
4 [160 – 200) 
5 [200 – 240) 
6 [240 – 280) 
7 [280 – 320) 
8 [320 – 360) 

 
Now using those 9 bins we can create a histogram for each cell, 
each of the 9 cells contained in each cell will “vote” for a bin, 
depending on their orientation. 



The end result is a 3D matrix as follows: 
cell_histograms[ img_height / 3 ][ img_width / 3 ][ 9 ] 
(3 is the chosen cell height and width, and 9 is the number of 

bins in which we group orientations) 
 
All 9 bins of each cell are initialized with a 0 and they are 
incremented by 1 every time a pixel’s orientation gradient falls 
in that bin. 
 
This step takes place in the same phase with step 3. 
 

VI. METHODOLOGY 
To measure the performance boost that is achieved by the 
CUDA implementation, we firstly implemented the algorithm 
using a naive, serial approach for the CPU. Starting off with 
building a serial implementation first, allowed us to familiarize 
with the Histogram of Oriented Gradients algorithm and then 
we used that serial implementation to measure the performance 
boost by parallelizing the serial algorithm on a GPU.  
 
We also measured and plotted the performance boost achieved 
from our GPU implementation for different number of threads, 
and observed the effects of the number of threads passed in our 
kernels. 
 
For further comparisons, we compared our GPU 
implementation with well known and vastly used 
implementations of the HOG algorithm that can be found in 
Matlab packages and the Scikit-Image Python package. 
 
For evaluating our implementations and 3rd party 
implementations, we used three images: 1 small (93KB), 1 
medium (3.1MB) and 1 large (12.4MB.) 
 
 
 

VII. EVALUATION & RESULTS 

A. Step 1 – Grayscale 
Image Size CPU 

time 
(ms) 

GPU 
time 
(ms) 

Speedup 

Sample1 93 KB 0.155 0.083 1.86 
Sample2 3.1 MB 4.591 2.67 1.72 
Sample3 12.4 MB 15.752 10.145 1.55 

   

 
Figure 6. Output of the parallelized gray scaling and plot 

showing comparison with number of threads. 
B. Step 2 – Gaussian Blur 

Image Size CPU 
time 
(ms) 

GPU 
time 
(ms) 

Speedup 

Sample1 93 KB 7.748 3.06 2.53 
Sample2 3.1 MB 228.63 109.945 2.079 
Sample3 12.4 MB 873.452 393.797 2.218 

It is observed that both grayscale conversion and blurring get 
speeded up by 1.8x and 2.2x respectively. 

 
Figure 7. Plot showing time comparison with number of 

threads for processing blur. 
 

C. Step 3 – Gradient Computation 
Image Size CPU 

time 
(ms) 

GPU 
time 
(ms) 

Speedup 

Sample1 93 KB 1.506 0.024 62.75 
Sample2 3.1 MB 76.59 0.704 108.8 
Sample3 12.4 MB 191.675 2.664 71.95 



   

 
Figure 8. Output of the parallelizes gradient computation. 
Plot showing time comparison with number of threads for 

processing blur. 
D. Step 4 – Orientation Binning 

Image Size CPU 
time 
(ms) 

GPU 
time 
(ms) 

Speedup 

Sample1 93 KB 0.753 0.012 62.75 
Sample2 3.1 MB 38.297 0.352 108.78 
Sample3 12.4 MB 95.833 1.332 71.94 

 
Figure 9. Plot showing time comparison with number of 

threads for Histogram Binning. 
It is observed that a greater speedup is achieved as the size 
increases. This is because binning requires histogram 
computation and voting and these are non-trivial tasks. So, 

doing them in parallel for each pixel scales well with the image 
size. 
 

E. Final Implementation 
Image Size CPU 

time 
(ms) 

GPU 
time 
(ms) 

Speedup 

Sample1 93 KB 10.162 3.179 3.19 
Sample2 3.1 MB 348.108 113.671 3.062 
Sample3 12.4 MB 1176.712 407.938 2.894 

 
Figure 10. Plot showing Overall time comparison with 

number of threads. 
F. Other Implementations in MATLAB & Scikit-image 
We use the built-in functions of MATLAB and Scikit-image 
packages to draw better comparisons on the quality of the 
features we get from our serial and parallel implementations in 
CUDA. Specifically, we use these tools to visualize our feature 
vector that we get as output from CUDA-C implementation. We 
also report the timing plots for quantitative comparisons. 
 

Image Size Serial 
(ms) 

Parallel 
(ms) 

MATLAB 
(ms) 

Scikit-
image 
(ms) 

Sample1 93 
KB 

10.162 3.179 8.839 608.84 

Sample2 3.1 
MB 

348.10
8 

113.671 246.487 19503.07 

Sample3 12.4 
MB 

1176.7
12 

407.938 850.839 80353.49 

   
Figure 11. Output of the visualization of the final HOG 
descriptor. This visualization was done in MATLAB by 

porting the parallelized HOG vector for each image. 
 



VIII. DISCUSSION & CONCLUSIONS 
 
In this paper we have described a GPU implementation of the 
histogram of oriented gradients algorithm. We achieved a 
speedup of over 3x, with a single NVIDIA video card without 
compromising on the performance of the algorithm. Our 
implementation can accommodate for different parameters in 
the algorithm (cell, block size, etc.) 
 
As referred by Prisacariu et. al. [2], a major speedup comes 
from the block normalization (~67%) stage. It would be an 
interesting future work to see how our implementation results 
get faster with that. Currently, we assume the serial and parallel 
implementations for block normalization to be the same. Hence 
we get a 3x speedup.  
 
Parallelizing the visualization of the end-result (histogram) is a 
good way to go forward. It requires line drawing algorithms 
from computer graphics. Instead of a typical raster scan 
approach, a parallel implementation can be done for line 
drawing to visualize the orientation histograms as rose plots in 
each of the cells. 
 
Another work that could be looked for the future is to improve 
the performance in terms of classification by implementing the 
SVM classification in parallel. 
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